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Artefact Research Center: Bridging the gap ART-FACT
between academia and industry applications eI

The Artefact Research Center’s
mission:

A Afull ecosystem bridging the gap between
fundamental research and industry tangible
applications.

A Collaboration between Artefact and academic
researchers, combined with PhD students from
top universities and engineering & business
schools.

A Research on more robust, transparent and
ethical models to nurture Al business adoption.

— Public —

Artefact

ART=FACT

RESEARCH CENTER
- Conferences

- Open source code
- Publications

Expertise
& Actionability Academic
laboratories

Company

ARTZFACT



Chunking in RAG pipelines.

Saying Retrieval-Augmented Generative pipelines are (were?) popular is an understatement.

Yet chunking strategies are usually left to rule of thumb / gut feeling in Medium blog posts.

We wanted to have rigorous starting point for projects/client cases, and actionable findings.
A Go-to parameters for prototyping.

A Typical use-case: QA for textual data.

» End-to-end methodology. 11 Chunking Strategies for RAG —
Simplified & Visualized

Home > Blog > Artificial Int

Mastering LLM (Large Language Model) .Follow 9minread - Nov2,2024
Chunking S ® —
Al and RAG App|ICCItI0nS
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A typical production pipeline

Ingestion

Retrieval

Answer
generation

Doc2Vec

Query
transformation

Retrieval & Re-
ranking

Prompt
Construction

Regroup &
Answer

1. Information extraction
from unstructured data
(PDF with tables and
images, Excel, SQL
database...)

5. Step-Back prompting
Create a more general
question to derive high-
level concepts

2. Smart Chunk splitting
Experiment with different
chunk strategies
(recursive, section,

6. Multi-query Retrieval
Generate sub-questions /
variations for retrieval

3. Metadata extraction
To handle abbreviations
and improve retrieval

4. Embedding model
Create embedding based
on chunks, fine-tune

embeddings 16. Hierarchical Index

7. HyDE
Generate Hypothetical
Document from question,
then use this for retrieval

8. Chunk reranking
Rerank the chunks to put
the most relevant ones on
top

9A. Fusion Retrieval
Combine multiple way to
retrieve (e.g. keywords,

BM25, embedding...)

9B. RAG Fusion
Combine multi-query
generation and reciprocal
rank fusion

Retrieving
Have father-child chunks
for retrieving in a
hierarchical way

15. Vector store routing
Use an LLM chain to
decide which vector store
should be used to answer
the question.

17. Reflection on
relevancy

10. Prompt engineering
Develop effective
instructions to control the
behavior of the LLM
—_____Qeneration ____

12. Chunk compression
Merge the context chunks
into a more condense
context

for generation

11. Prompt routing
Embed question and
choose prompt based on
similarity (semantic
routing)

13. Function calling
Force the LLM to provide
the answer in a specific
format

14. Sources citations
with structured output
parsing

& quality, to trigger
new retrieval iteration, with
LLM-as-a-Judge, and give

a confidence score
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What we tested: Experimental set-up

« Generated
text from

User ~~

context »

Database Document Index
Query g

Large-Language Model

! (Ministral-8B)

Chunker ,Seamh Retriever _/
Parameters : (S, 0) Retrieve C tokens (SPLADE)

Top k documents

~_ 7

Focus on chunking

We tried four different chunking methods: Token,
Sentence, Semantic, Code.

Along with 3 parameters:

A Chunk size S

A Qverlap between chunks O °

A Number of retrieved tokens: Context C °

Around 200 indexes

Single-stage Sparse Learned Retriever: SPLADE++

LLM for the output: Ministral-8B,low temperature,

allowed abstention.
Benchmarked on NQ : 2M-8M chunks indexed
3 metrics : BERTScore, ExactMatch, and Abstention

ratio.
ARTZFACT



Our findings: Practical Defauts for Question Answering

Choice Default Rationale

Overlap O 0% No measurable benefit; reduces cost/complexity
Chunker Sentence Matches semantic up to ~5k tokens; cheaper
Chunk size S 150-300 Balances recall vs. abstention

Context C (QA) ~2.5k Avoids context cliff; boosts EM

Context C (Summ.) ~500 Maximizes semantic faithfulness

When C > 5k Consider Semantic Slight edge at very large contexts
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Overlap is mostly a waste of money

No measurable gains, for added index size.

We checked values of Overlap from 0 up to 60%.

A No noticeable differences for 10-20% for all values of chunk size S and context C.

ABertScore < 5.107(-4), AEM < 0.001

1

A Inflation factor I: 25% more documents for 20% Overlap. [ =
1 — Overlap
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Prefer Sentence Chunking

Sweet spot between performance and indexing overhead.

A Sentence = Semantic performance wise.

A Sentence does not requiere an embedding
model at indexing time: saves time and
money.

A Token is noticeably worse.

A Code (markdown) is irrelevant (for text
documents).

BERTScore

Method comparison for C =5k,S=300,0=0

0.63 A
0.62 A
0.61 _0.6§06
0.60 -
0.59 A
0.58 A
0.57 A

0.56 A

0.609

0.599

0.57§

Sentence

Semantic

Token

Code
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Beware of the “context cliff”

Feeding too much information leads to worse performance.

Impact of context length C (O=0,5=300)

A Large Context C = Lots of retrieved PR N

chunks. 067
0.5 A
. . o —@— BERTScore
A Abstention ratio and Exact Match = ~#- Exact Match
= 0.4 1 —®— None Ratio
plummet after 2.5k tokens. > — .- Semantic
S 0.3 1 = ==-_Token
] @ —— Sentence
A More context = more noise for the 0o pm———
LLM.
0.1 A
0.I5k 1lk 2.|5k 5Ik 16k

Context length C (tokens)
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Parameter tuning

Tune parameters by task.

A Chatbot / summarizer (user expects fluent, faithful answers):
Keep context small (~500 tokens)
A Factoid QA / search assistant (user expects precise, correct answers):
Use moderate context (~2.5k tokens).
A Low-abstention system (can't afford "l don't know"):
Increase C and decrease S.
More small chunks = more chances to surface the right passage, but increased
hallucinations.

No universal "best config" — Prompt configuration matters.

11
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What we did not test.

Multiple limitations to acknowledge

No-reranker. Design choice to isolate chunker.

Single-model (open-weights) context effect may vary + fast obsolescence
NQ means English Wikipedia : narrow benchmark.

No perceived quality measure.

> > > >

Yet : Practical starting point for our Data Scientists to iterate on.
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Thank you
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